Application of IT – Basics of R
SET – 1 Solution 

> # Q1 A)
> lamda<-2*12
> prob<-ppois(14,lamda)
> prob
[bookmark: _GoBack]1] 0.01982533
> #Q1 B)
> ## i
> test1<-c(11,15,14,6,16,9,20,12,11,13)
> test2<-c(1,17,9,10,6,13,14,20,19,8)
> paired.test<-t.test(test1,test2,paired=TRUE)
> paired.test

	Paired t-test

data:  test1 and test2
t = 0.45227, df = 9, p-value = 0.6618
alternative hypothesis: true mean difference is not equal to 0
95 percent confidence interval:
 -4.001818  6.001818
sample estimates:
mean difference 
              1 
## ii
#Considering that the tests are of the same subject we performed a paired t test.
#p-value of the test test at 5% significance level is 66% and hence we conclde that there appears to be no difference between the mean scores of the two tests.   

#Q1 C)
> ## i
> #Binomial distribution w~Bin(100000,0.2)
> n<-100000
> p<-0.2
> ## ii
> x<-c(25000,40000,58000,65000)
> prob<numeric(length(x))
> prob1<-pbinom(30000+1000,n,p)-pbinom(40000,n,p)
> for (i in 1:length(x)) {prob[i]=round(pbinom(x[i]+1000,n,p)-pbinom(x[i],n,p),4)}
> cbind(x,prob)
         x prob
[1,] 25000    0
[2,] 40000    0
[3,] 58000    0
[4,] 65000    0

> #Q2 A)
> ##i
> library(datasets)
> attitude<-datasets::attitude
> cor(attitude,method="kendall")
               rating complaints privileges   learning    raises   critical   advance
rating     1.00000000 0.65497121 0.35555580 0.44912311 0.4436632 0.03066114 0.1320788
complaints 0.65497121 1.00000000 0.38551402 0.45093458 0.4876935 0.07774116 0.1719729
privileges 0.35555580 0.38551402 1.00000000 0.35514019 0.3352893 0.08716433 0.2732720
learning   0.44912311 0.45093458 0.35514019 1.00000000 0.5111403 0.08480854 0.3910616
raises     0.44366319 0.48769352 0.33528930 0.51114032 1.0000000 0.20094787 0.3948035
critical   0.03066114 0.07774116 0.08716433 0.08480854 0.2009479 1.00000000 0.1805226
advance    0.13207878 0.17197287 0.27327195 0.39106158 0.3948035 0.18052257 1.0000000
#the pair rating and citical has the lowest tau = 0.03066114

> ##ii
> cor.test(attitude$rating,attitude$complaints,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$rating and attitude$complaints
z = 5.0074, p-value = 5.518e-07
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.6549712 

> cor.test(attitude$rating,attitude$privileges,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$rating and attitude$privileges
z = 2.7186, p-value = 0.006557
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.3555558 

> cor.test(attitude$rating,attitude$learning,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$rating and attitude$learning
z = 3.4336, p-value = 0.0005956
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.4491231 

> cor.test(attitude$rating,attitude$raises,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$rating and attitude$raises
z = 3.3819, p-value = 0.0007198
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.4436632 

> cor.test(attitude$rating,attitude$critical,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$rating and attitude$critical
z = 0.23289, p-value = 0.8158
alternative hypothesis: true tau is not equal to 0
sample estimates:
       tau 
0.03066114 

> cor.test(attitude$rating,attitude$advance,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$rating and attitude$advance
z = 1.0031, p-value = 0.3158
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.1320788 

> cor.test(attitude$complaints,attitude$privileges,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$complaints and attitude$privileges
z = 2.9506, p-value = 0.003171
alternative hypothesis: true tau is not equal to 0
sample estimates:
     tau 
0.385514 

> cor.test(attitude$complaints,attitude$learning,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$complaints and attitude$learning
z = 3.451, p-value = 0.0005586
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.4509346 

> cor.test(attitude$complaints,attitude$critical,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$complaints and attitude$critical
z = 0.59109, p-value = 0.5545
alternative hypothesis: true tau is not equal to 0
sample estimates:
       tau 
0.07774116 

> cor.test(attitude$complaints,attitude$raises,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$complaints and attitude$raises
z = 3.7213, p-value = 0.0001982
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.4876935 
> cor.test(attitude$complaints,attitude$advance,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$complaints and attitude$advance
z = 1.3074, p-value = 0.1911
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.1719729 

> cor.test(attitude$learning,attitude$privileges,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$learning and attitude$privileges
z = 2.7181, p-value = 0.006565
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.3551402 

> cor.test(attitude$raises,attitude$privileges,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$raises and attitude$privileges
z = 2.5587, p-value = 0.01051
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.3352893 

> cor.test(attitude$critical,attitude$privileges,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$critical and attitude$privileges
z = 0.66281, p-value = 0.5075
alternative hypothesis: true tau is not equal to 0
sample estimates:
       tau 
0.08716433 

> cor.test(attitude$advance,attitude$privileges,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$advance and attitude$privileges
z = 2.0778, p-value = 0.03773
alternative hypothesis: true tau is not equal to 0
sample estimates:
     tau 
0.273272 
> cor.test(attitude$learning,attitude$raises,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$learning and attitude$raises
z = 3.9002, p-value = 9.61e-05
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.5111403 

> cor.test(attitude$learning,attitude$critical,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$learning and attitude$critical
z = 0.64482, p-value = 0.519
alternative hypothesis: true tau is not equal to 0
sample estimates:
       tau 
0.08480854 

> cor.test(attitude$learning,attitude$advance,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$learning and attitude$advance
z = 2.973, p-value = 0.002949
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.3910616 

> cor.test(attitude$critical,attitude$raises,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$critical and attitude$raises
z = 1.5234, p-value = 0.1277
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.2009479 

> cor.test(attitude$advance,attitude$raises,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$advance and attitude$raises
z = 2.9927, p-value = 0.002766
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.3948035 

> cor.test(attitude$critical,attitude$advance,method="kendall",conf.level = 0.9 )

	Kendall's rank correlation tau

data:  attitude$critical and attitude$advance
z = 1.3635, p-value = 0.1727
alternative hypothesis: true tau is not equal to 0
sample estimates:
      tau 
0.1805226 
#the pair rating and citical has the highest pvalue of 81.58%.Consistent with our conclusion in part (i)

> #Q2 B)
> ## a
> Model<-lm(attitude$rating ~.,attitude) 
> summary(Model)

Call:
lm(formula = attitude$rating ~ ., data = attitude)

Residuals:
     Min       1Q   Median       3Q      Max 
-10.9418  -4.3555   0.3158   5.5425  11.5990 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept) 10.78708   11.58926   0.931 0.361634    
complaints   0.61319    0.16098   3.809 0.000903 ***
privileges  -0.07305    0.13572  -0.538 0.595594    
learning     0.32033    0.16852   1.901 0.069925 .  
raises       0.08173    0.22148   0.369 0.715480    
critical     0.03838    0.14700   0.261 0.796334    
advance     -0.21706    0.17821  -1.218 0.235577    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 7.068 on 23 degrees of freedom
Multiple R-squared:  0.7326,	Adjusted R-squared:  0.6628 
F-statistic:  10.5 on 6 and 23 DF,  p-value: 1.24e-05

## b (2 marks, hence give marks for 2 apt points)
plot(Model)
#There is no clear pattern between the fitted and the residual values. 
#This means that the model not inappropriate 
#The Normal QQ Plot also indicates the Pearson residuals do somewhat (not entirely) follow a Normal Distribution 
#It seems that the model is good but can be imporved and other data processes applied to fitting a GLM model.
> ## c 
> Model2<-lm(rating ~ privileges+complaints,attitude) 
> summary(Model2)

Call:
lm(formula = rating ~ privileges + complaints, data = attitude)

Residuals:
     Min       1Q   Median       3Q      Max 
-12.7887  -5.6893  -0.0284   6.2745   9.9726 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept) 15.32762    7.16023   2.141   0.0415 *  
privileges  -0.05016    0.12992  -0.386   0.7025    
complaints   0.78034    0.11939   6.536 5.22e-07 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 7.102 on 27 degrees of freedom
Multiple R-squared:  0.6831,	Adjusted R-squared:  0.6596 
F-statistic:  29.1 on 2 and 27 DF,  p-value: 1.833e-07

##d
#the AIC of Model 1 is 66.28 and Model 2 is 65.96 and hence the update to the model does not make it a better fir for the dataset.

#Q2 C)

## i [3 marks]
> delay_claims<-c(650,490)
> total_claims<-c(1000,800)
> prop.test(delay_claims,total_claims,conf=0.95,alt="greater",correct="False")

	2-sample test for equality of proportions without continuity correction

data:  delay_claims out of total_claims
X-squared = 2.6914, df = 1, p-value = 0.05045
alternative hypothesis: greater
95 percent confidence interval:
 -0.0001588757  1.0000000000
sample estimates:
prop 1 prop 2 
0.6500 0.6125 
#P-value is greater than 5% and hence, we do not have enough evidence to reject the null hypothesis. No difference in proportions of delay claims in 2 years.

> ## ii [2 marks]
> poisson.test(delay_claims,total_claims)

	Comparison of Poisson rates

data:  delay_claims time base: total_claims
count1 = 650, expected count1 = 633.33, p-value = 0.3255
alternative hypothesis: true rate ratio is not equal to 1
95 percent confidence interval:
 0.9423475 1.1957018
sample estimates:
rate ratio 
  1.061224 
#P-value is 0.3255,so we do not have enough evidence to reject the null hypothesis.The poisson distribution followed in each year share the same rate.

#Q3) A)
> ## i
> Bank_data<-read.csv(file.choose())
> fitlm<-lm(SPENDS~.,Bank_data)
> summary(fitlm)

Call:
lm(formula = SPENDS ~ ., data = Bank_data)

Residuals:
   Min     1Q Median     3Q    Max 
-10688  -2320     92   1698  36022 

Coefficients:
               Estimate Std. Error t value Pr(>|t|)    
(Intercept)    20704.20     858.51  24.117  < 2e-16 ***
STATESTATE 02  -2804.19     582.91  -4.811 1.66e-06 ***
STATESTATE 03  -1295.43     703.19  -1.842   0.0656 .  
STATESTATE 04  -1418.06     637.69  -2.224   0.0263 *  
STATESTATE 06   -235.74     693.07  -0.340   0.7338    
STATESTATE 07  -1607.13     741.30  -2.168   0.0303 *  
STATESTATE 10   1491.81     841.59   1.773   0.0765 .  
STATESTATE 12  -1454.80     802.66  -1.812   0.0701 .  
STATESTATE 14   -864.49     759.65  -1.138   0.2553    
STATESTATE 15  -5544.19     554.64  -9.996  < 2e-16 ***
STATESTATE 17  -1685.43     648.05  -2.601   0.0094 ** 
AC.RATINGR2   -11754.69     429.72 -27.354  < 2e-16 ***
AC.RATINGR3   -14940.70     410.14 -36.429  < 2e-16 ***
AC.RATINGR4      -18.58     512.14  -0.036   0.9711    
GENDERM        -1263.13     214.38  -5.892 4.73e-09 ***
AGE               15.74      13.67   1.151   0.2498    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 3995 on 1453 degrees of freedom
Multiple R-squared:  0.6932,	Adjusted R-squared:   0.69 
F-statistic: 218.8 on 15 and 1453 DF,  p-value: < 2.2e-16

> ##ii
> anova(fitlm)
Analysis of Variance Table

Response: SPENDS
            Df     Sum Sq    Mean Sq  F value    Pr(>F)    
STATE       10 1.1204e+10 1.1204e+09  70.1984 < 2.2e-16 ***
AC.RATING    3 4.0618e+10 1.3539e+10 848.2802 < 2.2e-16 ***
GENDER       1 5.5116e+08 5.5116e+08  34.5317 5.192e-09 ***
AGE          1 2.1160e+07 2.1160e+07   1.3257    0.2498    
Residuals 1453 2.3191e+10 1.5961e+07                       
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1
#R-Squared : 69.32% of the variation of the claim amount is explained by State,AC.Rating, gender and age
#Adjusted R- Squared: 69% is used to compare with the other models. Adjusted R-Squared is used to compare the goodness of fit for regression models that contain different number of independent variables. The model which maximizes the ‘adjusted R2 statistics can be regarded in some sense as the best model.
#p-value of the model is < 2.2e-16 which is less than 0.05, hence the null hypothesis that “there is no significant relationship between independent variable and dependent variable” is rejected at 5% level of significance.
#P-value of the coefficients: Some of the dependent variables appeared to be insignificant although the overall model is significant. 
#Gender female are insignificant hence clubbed in the intercept itself. 
#It is also observed that State 10 has a positive coefficient and State 2 has negative coefficient indicating that monthly spends for State 2 is significantly lower than State 10. 
#Similarly spending of AC.Rating 4 is higher as compared to A/c Rating 3.

##ii
anova(fitlm)
Analysis of Variance Table

Response: SPENDS
            Df     Sum Sq    Mean Sq  F value    Pr(>F)    
STATE       10 1.1204e+10 1.1204e+09  70.1984 < 2.2e-16 ***
AC.RATING    3 4.0618e+10 1.3539e+10 848.2802 < 2.2e-16 ***
GENDER       1 5.5116e+08 5.5116e+08  34.5317 5.192e-09 ***
AGE          1 2.1160e+07 2.1160e+07   1.3257    0.2498    
Residuals 1453 2.3191e+10 1.5961e+07                       
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1
#From ANOVA table, it can be concluded that all the variables except age are significant in terms of spending as the p values of all the parameters except age are less than 0.05.

> ##iii
> qqnorm(fitlm$residuals)
#If the residuals are normally distributed, it is expected the Q-Q plot to be along the diagonal.Here it is not , indicating residuals are not forming normal distribution. Hence linear regression may not be a good fit to the data

> ##iv
> fitlm2<- lm(SPENDS~.+STATE:AC.RATING + STATE:GENDER+ AC.RATING:GENDER,data = Bank_data)
> summary(fitlm2)
Call:
lm(formula = SPENDS ~ . + STATE:AC.RATING + STATE:GENDER + AC.RATING:GENDER, 
    data = Bank_data)

Residuals:
     Min       1Q   Median       3Q      Max 
-13156.3  -1557.9   -411.5   1309.4  20437.0 

Coefficients: (3 not defined because of singularities)
                            Estimate Std. Error t value Pr(>|t|)    
(Intercept)                25304.576   3177.253   7.964 3.39e-15 ***
STATESTATE 02              -7880.549   3313.358  -2.378 0.017519 *  
STATESTATE 03              -3731.431   3470.437  -1.075 0.282467    
STATESTATE 04               6947.932   3592.688   1.934 0.053324 .  
STATESTATE 06               5445.194   3308.032   1.646 0.099975 .  
STATESTATE 07              -1330.765   1023.702  -1.300 0.193829    
STATESTATE 10               7277.823   3597.021   2.023 0.043231 *  
STATESTATE 12               1066.788   3432.305   0.311 0.755992    
STATESTATE 14              -2373.447   3453.126  -0.687 0.491986    
STATESTATE 15             -14020.212   3209.861  -4.368 1.35e-05 ***
STATESTATE 17              -4286.658   3691.603  -1.161 0.245760    
AC.RATINGR2               -14889.461   3444.874  -4.322 1.65e-05 ***
AC.RATINGR3               -20109.947   3262.546  -6.164 9.24e-10 ***
AC.RATINGR4                 5913.151   3335.772   1.773 0.076502 .  
GENDERM                    -5971.332   1144.995  -5.215 2.11e-07 ***
AGE                            3.796     11.054   0.343 0.731328    
STATESTATE 02:AC.RATINGR2   4018.430   3584.159   1.121 0.262409    
STATESTATE 03:AC.RATINGR2   1705.331   3727.987   0.457 0.647425    
STATESTATE 04:AC.RATINGR2  -8131.537   3833.202  -2.121 0.034067 *  
STATESTATE 06:AC.RATINGR2  -6583.116   3666.050  -1.796 0.072756 .  
STATESTATE 07:AC.RATINGR2   -339.380   1576.517  -0.215 0.829586    
STATESTATE 10:AC.RATINGR2  -7119.983   3889.202  -1.831 0.067355 .  
STATESTATE 12:AC.RATINGR2  -4195.849   3873.717  -1.083 0.278923    
STATESTATE 14:AC.RATINGR2   1041.617   3754.198   0.277 0.781472    
STATESTATE 15:AC.RATINGR2   7405.590   3495.857   2.118 0.034316 *  
STATESTATE 17:AC.RATINGR2   1886.174   3946.663   0.478 0.632784    
STATESTATE 02:AC.RATINGR3   5248.378   3417.725   1.536 0.124852    
STATESTATE 03:AC.RATINGR3   1501.227   3613.578   0.415 0.677883    
STATESTATE 04:AC.RATINGR3  -8938.893   3700.663  -2.415 0.015841 *  
STATESTATE 06:AC.RATINGR3  -6804.323   3420.202  -1.989 0.046844 *  
STATESTATE 07:AC.RATINGR3         NA         NA      NA       NA    
STATESTATE 10:AC.RATINGR3  -8678.373   3697.592  -2.347 0.019061 *  
STATESTATE 12:AC.RATINGR3  -2709.987   3569.115  -0.759 0.447807    
STATESTATE 14:AC.RATINGR3   1015.358   3521.390   0.288 0.773129    
STATESTATE 15:AC.RATINGR3  10247.254   3316.082   3.090 0.002039 ** 
STATESTATE 17:AC.RATINGR3   1759.782   3789.218   0.464 0.642420    
STATESTATE 02:AC.RATINGR4  -2751.549   3499.341  -0.786 0.431821    
STATESTATE 03:AC.RATINGR4  -3937.717   3808.934  -1.034 0.301401    
STATESTATE 04:AC.RATINGR4 -13526.026   3813.714  -3.547 0.000403 ***
STATESTATE 06:AC.RATINGR4 -19084.993   4692.366  -4.067 5.02e-05 ***
STATESTATE 07:AC.RATINGR4         NA         NA      NA       NA    
STATESTATE 10:AC.RATINGR4    -52.933   3929.049  -0.013 0.989253    
STATESTATE 12:AC.RATINGR4         NA         NA      NA       NA    
STATESTATE 14:AC.RATINGR4  -5400.936   3628.448  -1.488 0.136843    
STATESTATE 15:AC.RATINGR4  -5416.680   3400.053  -1.593 0.111358    
STATESTATE 17:AC.RATINGR4  -1293.110   3890.061  -0.332 0.739626    
STATESTATE 02:GENDERM       3927.742   1015.421   3.868 0.000115 ***
STATESTATE 03:GENDERM       3613.334   1195.744   3.022 0.002558 ** 
STATESTATE 04:GENDERM       2035.439   1115.869   1.824 0.068350 .  
STATESTATE 06:GENDERM       2544.540   1187.289   2.143 0.032271 *  
STATESTATE 07:GENDERM       3441.606   1248.866   2.756 0.005930 ** 
STATESTATE 10:GENDERM        421.608   1416.768   0.298 0.766064    
STATESTATE 12:GENDERM       2948.797   1344.279   2.194 0.028427 *  
STATESTATE 14:GENDERM       3382.757   1429.422   2.367 0.018090 *  
STATESTATE 15:GENDERM       3783.995    961.487   3.936 8.70e-05 ***
STATESTATE 17:GENDERM       3543.906   1094.556   3.238 0.001233 ** 
AC.RATINGR2:GENDERM         1078.631    729.385   1.479 0.139410    
AC.RATINGR3:GENDERM         2379.988    692.835   3.435 0.000609 ***
AC.RATINGR4:GENDERM        -2043.834    898.537  -2.275 0.023078 *  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 3155 on 1413 degrees of freedom
Multiple R-squared:  0.8139,	Adjusted R-squared:  0.8067 
F-statistic: 112.4 on 55 and 1413 DF,  p-value: < 2.2e-16
#R-Squared and Adjusted R-Squared has improved a lot and hence model is only a better fit compared to the initial model
#hence, Interaction effect between the variables along with their main effects emerged out to be very significant

> ##v
> x<-Bank_data$SPENDS
> logx<-log(Bank_data$SPENDS)
> skew<-sum((x-mean(x))^3)/((length(x)-1)*sd(x)^3)
> skew
[1] 2.539611
> skewlog<-sum((logx-mean(logx))^3)/((length(logx)-1)*sd(logx)^3)
> skewlog
[1] 0.4215985
> kurt<-sum((x-mean(x))^4)/((length(x)-1)*sd(x)^4)
> kurt
[1] 11.49595
> kurtlog<-sum((logx-mean(logx))^4)/((length(logx)-1)*sd(logx)^4)
> kurtlog
[1] 2.183765
#the log of monthly spends amount has a skew around 0 and a kurtosis is lesser than 3 and hence is nearer to the normal distribution as suggested by our colleague.
> ##vi
> fitlm3<-lm(log(SPENDS)~.,Bank_data)
> summary(fitlm3)

Call:
lm(formula = log(SPENDS) ~ ., data = Bank_data)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.94389 -0.35382 -0.04781  0.37268  1.14944 

Coefficients:
               Estimate Std. Error t value Pr(>|t|)    
(Intercept)    9.994828   0.103233  96.818  < 2e-16 ***
STATESTATE 02 -0.198171   0.070094  -2.827  0.00476 ** 
STATESTATE 03  0.027164   0.084557   0.321  0.74807    
STATESTATE 04 -0.036009   0.076681  -0.470  0.63871    
STATESTATE 06  0.030078   0.083340   0.361  0.71822    
STATESTATE 07  0.114542   0.089140   1.285  0.19901    
STATESTATE 10  0.005866   0.101199   0.058  0.95379    
STATESTATE 12 -0.062547   0.096519  -0.648  0.51706    
STATESTATE 14  0.047348   0.091346   0.518  0.60430    
STATESTATE 15 -0.739530   0.066694 -11.088  < 2e-16 ***
STATESTATE 17 -0.091031   0.077926  -1.168  0.24293    
AC.RATINGR2   -1.194194   0.051673 -23.111  < 2e-16 ***
AC.RATINGR3   -1.977537   0.049318 -40.098  < 2e-16 ***
AC.RATINGR4   -0.033016   0.061584  -0.536  0.59196    
GENDERM       -0.184334   0.025778  -7.151 1.36e-12 ***
AGE            0.002009   0.001644   1.222  0.22178    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.4804 on 1453 degrees of freedom
Multiple R-squared:  0.748,	Adjusted R-squared:  0.7454 
F-statistic: 287.5 on 15 and 1453 DF,  p-value: < 2.2e-16
#R-Squared and Adjusted R-Squared is 74.5% and hence model is a better fit compared to the first model but not better than the second model.

#Q3 B)
> ##i a
> flight_data<-read.csv((file.choose()))
> GLM1<-glm(Passengers~Route*Season + Flights,flight_data, family=poisson(link="log"))
> summary(GLM1)

Call:
glm(formula = Passengers ~ Route * Season + Flights, family = poisson(link = "log"), 
    data = flight_data)

Deviance Residuals: 
     Min        1Q    Median        3Q       Max  
-1.90461  -0.30964  -0.01283   0.35426   1.63602  

Coefficients:
                   Estimate Std. Error z value Pr(>|z|)    
(Intercept)         3.56231    0.06841  52.073  < 2e-16 ***
RouteTo            -0.03789    0.07411  -0.511   0.6091    
SeasonPeak          0.17448    0.07196   2.425   0.0153 *  
Flights            -0.14355    0.02217  -6.475 9.49e-11 ***
RouteTo:SeasonPeak  0.09165    0.10106   0.907   0.3644    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for poisson family taken to be 1)

    Null deviance: 81.483  on 54  degrees of freedom
Residual deviance: 26.848  on 50  degrees of freedom
AIC: 321.31

Number of Fisher Scoring iterations: 4

## i b
#No of other flights available is significant. 
#Peak or non-peak season is a significant parameter.
#Route is not significant .
#The interaction between Route and season is not significant

> ##ii a
> summary(GLM2)

Call:
glm(formula = Passengers ~ Flights, family = poisson(link = "log"), 
    data = flight_data)

Deviance Residuals: 
    Min       1Q   Median       3Q      Max  
-1.6775  -0.7085  -0.3049   0.7095   2.3005  

Coefficients:
            Estimate Std. Error z value Pr(>|z|)    
(Intercept)  3.62253    0.05013  72.257  < 2e-16 ***
Flights     -0.12763    0.02160  -5.907 3.48e-09 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for poisson family taken to be 1)

    Null deviance: 81.483  on 54  degrees of freedom
Residual deviance: 46.299  on 53  degrees of freedom
AIC: 334.76

Number of Fisher Scoring iterations: 4> GLM2<- update(GLM1,~.-Season*Route) 

##ii b
#The AIC has increased from 321 to 334.76 - so the update has not improved the initial model

> ##iii 
> GLM3<-glm(Passengers~Season*Flights,data=flight_data,family="poisson" (link = "log"))
> summary(GLM3)

Call:
glm(formula = Passengers ~ Season * Flights, family = poisson(link = "log"), 
    data = flight_data)

Deviance Residuals: 
     Min        1Q    Median        3Q       Max  
-2.10130  -0.31885   0.02346   0.31113   1.84162  

Coefficients:
                   Estimate Std. Error z value Pr(>|z|)    
(Intercept)         3.51910    0.06829  51.529  < 2e-16 ***
SeasonPeak          0.26998    0.10118   2.668  0.00762 ** 
Flights            -0.13033    0.03163  -4.121 3.78e-05 ***
SeasonPeak:Flights -0.02496    0.04393  -0.568  0.56985    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for poisson family taken to be 1)

    Null deviance: 81.483  on 54  degrees of freedom
Residual deviance: 27.396  on 51  degrees of freedom
AIC: 319.86

Number of Fisher Scoring iterations: 4
#The AIC has reduced from 321 to 319.86 - so the update has improved the models above

> ##iv a
> plot(GLM3,1)
##iv b
#The residuals plot shows no patterns - exhibiting a fairly random scatter around zero with some outliers
#The plot suggests that the model is appropriate

> ##v a
> predict1<-predict(GLM3, data.frame(Season="Peak",Route="To",Flights=0),type ="response") 
> predict1
       1 
44.21539 
> predict2<-predict(GLM3, data.frame(Season="Non peak",Route="To",Flights=4),type ="response") 
> predict2
       1 
20.04074 
>
