Assignment R-decision tree____________>>>>>>>>>Roll no.-3, Alva Trikshit Damodar


##Assignment_R
> ##Importing the data
> marks=read.csv(file.choose())
> head(marks)
  ï..Exam1 Exam2 Exam3 Exam4 Final_score Grade Pass.fail
1       60    10    16   7.0       40.79    C          P
2       90     0     0   0.0       69.23    B          P
3      130    20    24   1.0       76.75    B          P
4      130    10    24   8.5       75.66    B          P
5       90     5    22   9.5       55.48    C          P
6      100    30    20   3.0       67.11    B          P
> 
> ##Exploratory data analysis
> colnames(marks)
[1] "ï..Exam1"    "Exam2"       "Exam3"       "Exam4"       "Final_score" "Grade"       "Pass.fail"  
> head(marks)
  ï..Exam1 Exam2 Exam3 Exam4 Final_score Grade Pass.fail
1       60    10    16   7.0       40.79    C          P
2       90     0     0   0.0       69.23    B          P
3      130    20    24   1.0       76.75    B          P
4      130    10    24   8.5       75.66    B          P
5       90     5    22   9.5       55.48    C          P
6      100    30    20   3.0       67.11    B          P
> str(marks)
'data.frame':	104 obs. of  7 variables:
 $ ï..Exam1   : int  60 90 130 130 90 100 105 120 120 130 ...
 $ Exam2      : int  10 0 20 10 5 30 20 40 20 45 ...
 $ Exam3      : int  16 0 24 24 22 20 22 18 30 22 ...
 $ Exam4      : num  7 0 1 8.5 9.5 3 8 16 18 10.5 ...
 $ Final_score: num  40.8 69.2 76.8 75.7 55.5 ...
 $ Grade      : chr  "C " "B " "B " "B " ...
 $ Pass.fail  : chr  "P" "P" "P" "P" ...
> 
> ##Missing values
> sum(is.na(marks))
[1] 0
> sapply(marks,function(x)sum(is.na(marks)))
   ï..Exam1       Exam2       Exam3       Exam4 Final_score       Grade   Pass.fail 
          0           0           0           0           0           0           0 
> ##no missing values
> 
> ##outliers
> outlier_marks=sapply(marks[,-c(6,7)], function(x) (length(boxplot(x)$out)))
> outlier_marks
   ï..Exam1       Exam2       Exam3       Exam4 Final_score 
          0           0          14           0           1 
> ##There are 14 outliers in the Exam3column and 1 outlier in the final score column.
> ##replace outlier with the mean
> boxplot(marks$Exam3)$out
 [1] 0 0 0 0 0 0 0 0 0 0 0 0 0 0
> marks$Exam3[(marks$Exam3) %in%
+               (boxplot(marks$Exam3)$out)]=mean(marks$Exam3,na.rm = TRUE)
> boxplot(marks$Exam3)
> boxplot(marks$Final_score)$out
[1] 5.56
> marks$Final_score[(marks$Final_score) %in%
+                     (boxplot(marks$Final_score)$out)]=mean(marks$Final_score,na.rm = TRUE)
> marks$Final_score[(marks$Final_score) %in%
+                     (boxplot(marks$Final_score)$out)]=mean(marks$Final_score,na.rm = TRUE)
> marks$Final_score[(marks$Final_score) %in%
+                     (boxplot(marks$Final_score)$out)]=mean(marks$Final_score,na.rm = TRUE)
> marks$Final_score[(marks$Final_score) %in%
+                     (boxplot(marks$Final_score)$out)]=mean(marks$Final_score,na.rm = TRUE)
> boxplot(marks$Final_score)
> ##Training and Testing Sample Split
> set.seed(2021)
> s = sample(nrow(marks),.80*nrow(marks))
> s
 [1]   7  38  46  58  12  70  64 103  69  23  76  51  60  18  92   3 102  26  36  31  19  68   5  73  63  97  91  43  59  99  75  80  34  22  16  17  20  67   2  96  40 101  41  57
[45]  85  49   9  29  27  11  94  86  79  88  15  78  81  84  74  44  72  37  42  71  52  56  13  33  21  25  90  55  48  95  77  62   4  14  93 104   1  47  98
> exam_training = marks[s,]
> head(exam_training)
   ï..Exam1 Exam2 Exam3 Exam4 Final_score Grade Pass.fail
7       105    20    22   8.0       67.98    B          P
38       50    30    12   4.0       42.11    C          P
46        0    25    18   0.0       53.75    C          P
58      110    35    26  10.0       79.39    B          P
12      130    30    28  10.5       87.06    A          P
70       65    15    14  10.5       45.83    C          P
> head(exam_testing)
Error in head(exam_testing) : object 'exam_testing' not found
> exam_testing = marks[-s,] 
> head(exam_testing)
   ï..Exam1 Exam2 Exam3 Exam4 Final_score Grade Pass.fail
6       100    30    20   3.0       67.11    B          P
8       120    40    18  16.0       85.09    A          P
10      130    45    22  10.5       91.01    A          P
24       65     5    24   1.0       41.67    C          P
28        0    10    24   0.0       42.50    C          P
30       65    20    20   0.0       50.00    C          P
> nrow(exam_testing)
[1] 21
> nrow(exam_training)
[1] 83
> ##Linear Regression
> model1 = lm(Final_score~., data = exam_training) 
> summary(model1) 

Call:
lm(formula = Final_score ~ ., data = exam_training)

Residuals:
     Min       1Q   Median       3Q      Max 
-26.7087  -5.0949  -0.8204   4.7288  19.7701 

Coefficients: (1 not defined because of singularities)
             Estimate Std. Error t value Pr(>|t|)    
(Intercept)  74.18800    6.99069  10.612  < 2e-16 ***
ï..Exam1      0.03348    0.02377   1.408    0.163    
Exam2        -0.04646    0.07818  -0.594    0.554    
Exam3         0.35888    0.24143   1.486    0.141    
Exam4        -0.01598    0.21298  -0.075    0.940    
GradeB      -14.85844    3.05835  -4.858 6.32e-06 ***
GradeC      -31.39841    3.72485  -8.429 1.82e-12 ***
GradeD      -37.97123    4.11076  -9.237 5.28e-14 ***
Pass.failP         NA         NA      NA       NA    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 8.105 on 75 degrees of freedom
Multiple R-squared:  0.7701,	Adjusted R-squared:  0.7486 
F-statistic: 35.89 on 7 and 75 DF,  p-value: < 2.2e-16

> ##Observed R-squared value is 77%
> model2 = lm(Final_score~ï..Exam1+Exam2+Exam3+Exam4, data = exam_training) 
> summary(model2)

Call:
lm(formula = Final_score ~ ï..Exam1 + Exam2 + Exam3 + Exam4, 
    data = exam_training)

Residuals:
    Min      1Q  Median      3Q     Max 
-45.038  -6.297   1.927   6.316  35.806 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept) 22.99827    6.11352   3.762 0.000325 ***
ï..Exam1     0.11317    0.03245   3.488 0.000803 ***
Exam2        0.14289    0.10808   1.322 0.190004    
Exam3        1.38415    0.31081   4.453 2.78e-05 ***
Exam4        0.10271    0.31191   0.329 0.742813    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 12.1 on 78 degrees of freedom
Multiple R-squared:  0.4672,	Adjusted R-squared:  0.4399 
F-statistic:  17.1 on 4 and 78 DF,  p-value: 4.158e-10

> model3 = lm(Final_score~ï..Exam1+Exam2+Exam3, data = exam_training)
> summary(model3)

Call:
lm(formula = Final_score ~ ï..Exam1 + Exam2 + Exam3, data = exam_training)

Residuals:
    Min      1Q  Median      3Q     Max 
-45.534  -6.131   1.913   6.352  37.020 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept) 23.12257    6.06732   3.811 0.000273 ***
ï..Exam1     0.11523    0.03166   3.640 0.000485 ***
Exam2        0.14215    0.10745   1.323 0.189653    
Exam3        1.39783    0.30628   4.564 1.82e-05 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 12.03 on 79 degrees of freedom
Multiple R-squared:  0.4665,	Adjusted R-squared:  0.4462 
F-statistic: 23.03 on 3 and 79 DF,  p-value: 8.269e-11

> library(faraway)
Error: package or namespace load failed for ‘faraway’ in inDL(x, as.logical(local), as.logical(now), ...):
 function 'Rcpp_precious_remove' not provided by package 'Rcpp'
> library(faraway)
> vif(model3)
ï..Exam1    Exam2    Exam3 
1.345697 1.288683 1.169143 
> shapiro.test(model3$residuals)

	Shapiro-Wilk normality test

data:  model3$residuals
W = 0.94191, p-value = 0.0009575

> ##Residuals do not follow normal distribution.
> plot(density(model3$residuals))
> library(lmtest)
Loading required package: zoo

Attaching package: ‘zoo’

The following objects are masked from ‘package:base’:

    as.Date, as.Date.numeric

> bptest(model3)

	studentized Breusch-Pagan test

data:  model3
BP = 19.905, df = 3, p-value = 0.0001776

> dev.off() 
null device 
          1 
> par(mfrow=c(2,2)) 
> plot(model3) 
Error in plot.new() : figure margins too large
> par(mfrow=c(2,2)) 
> plot(model3) 
> p = predict(model3, exam_testing) 
> ##Prediction
> p = predict(model3, exam_testing) 
> p
       6        8       10       24       28       30 
66.86620 67.79658 75.25090 64.87082 58.09195 61.41180 
      32       35       39       45       50       53 
78.04655 58.47697 49.04162 80.26835 82.92710 80.04647 
      54       61       65       66       82       83 
45.48781 73.78424 56.67042 56.26198 52.64371 78.93180 
      87       89      100 
64.51204 49.08990 76.10083 
> (cor(exam_testing$Final_score, p))^2 
[1] 0.3410012
> library(rpart)

Attaching package: ‘rpart’

The following object is masked from ‘package:faraway’:

    solder

> library(rpart.plot)
> dtree = rpart(Final_score~ï..Exam1+Exam2+Exam3, data = exam_training, method = "anova")
> dtree
n= 83 

node), split, n, deviance, yval
      * denotes terminal node

 1) root 83 21429.6000 62.25819  
   2) ï..Exam1< 87.5 42  9161.7710 51.93928  
     4) Exam3< 17 10   586.1966 41.11800 *
     5) Exam3>=17 32  7038.6360 55.32093  
      10) Exam2>=7.5 15  2119.5310 51.25200 *
      11) Exam2< 7.5 17  4451.6360 58.91116 *
   3) ï..Exam1>=87.5 41  3214.4440 72.82878  
     6) Exam3< 23 20   599.3478 66.41250 *
     7) Exam3>=23 21  1007.5580 78.93952  
      14) ï..Exam1< 115 12   409.7349 75.16500 *
      15) ï..Exam1>=115 9   198.9068 83.97222 *
> dev.off()
null device 
          1 
> library(rattle)
Loading required package: tibble
Loading required package: bitops
Rattle: A free graphical interface for data science with R.
Version 5.4.0 Copyright (c) 2006-2020 Togaware Pty Ltd.
Type 'rattle()' to shake, rattle, and roll your data.
> fancyRpartPlot(dtree)
> ##Predictions
> p = predict(dtree, exam_testing) 
> p
       6        8       10       24       28       30 
66.41250 66.41250 66.41250 58.91116 51.25200 51.25200 
      32       35       39       45       50       53 
83.97222 66.41250 41.11800 75.16500 83.97222 75.16500 
      54       61       65       66       82       83 
41.11800 75.16500 58.91116 41.11800 51.25200 83.97222 
      87       89      100 
66.41250 58.91116 51.25200 
> ##R-squared value for accuracy
> r_squared = cor(exam_testing$Final_score, p)**2 
> r_squared
[1] 0.5629674
> predict = data.frame("actual values" = exam_testing$Final_score, "predicted values" = p) 
> predict
    actual.values predicted.values
6         67.1100         66.41250
8         85.0900         66.41250
10        91.0100         66.41250
24        41.6700         58.91116
28        42.5000         51.25200
30        50.0000         51.25200
32        90.7900         83.97222
35        88.3800         66.41250
39        51.2500         41.11800
45        73.2500         75.16500
50        94.0800         83.97222
53        80.0400         75.16500
54        53.3300         41.11800
61        60.9500         75.16500
65        80.0000         58.91116
66        50.4800         41.11800
82        50.0000         51.25200
83        78.0700         83.97222
87        72.8600         66.41250
89        60.9441         58.91116
100       58.9900         51.25200
> min_max_accuracy = mean(apply(predict,1,min)/apply(predict,1,max)) 
> min_max_accuracy
[1] 0.8610422
> ##accuracy is 86% which is good
> 
> ##2)For the prediction of Grade:
> ##a)Creating a decision (classification) tree:
> dtree1 = rpart(Grade~., data = exam_training, method = "class") 
> fancyRpartPlot(dtree1) 
> ##decision tree is classified only based on the final score although we used a full model
> 
> ##complexity parameter
> printcp(dtree1)

Classification tree:
rpart(formula = Grade ~ ., data = exam_training, method = "class")

Variables actually used in tree construction:
[1] Exam2       Final_score Pass.fail  

Root node error: 46/83 = 0.55422

n= 83 

        CP nsplit rel error  xerror     xstd
1 0.434783      0  1.000000 1.00000 0.098443
2 0.260870      1  0.565217 0.58696 0.092785
3 0.195652      2  0.304348 0.45652 0.086101
4 0.043478      3  0.108696 0.15217 0.055038
5 0.010000      4  0.065217 0.13043 0.051289
> plotcp(dtree1) 
> ## predictions based on dtree1
> p1 = predict(dtree1, exam_testing, type = "class") 
> p1
  6   8  10  24  28  30  32  35  39  45  50  53  54  61 
 B   A   A   C   C   C   A   A   C   B   A   A   C   D  
 65  66  82  83  87  89 100 
 D   C   C   B   B   D   C  
Levels: A  B  C  D 
> 
> ##Confusion Matrix:
> t = table(exam_testing$Grade,p1) 
> t
    p1
     A  B  C  D 
  A   6  0  0  1
  B   0  4  0  1
  C   0  0  8  0
  D   0  0  0  1
> accuracy = sum(diag(t))/sum(t) 
> accuracy
[1] 0.9047619
> 
> ##We see that the accuracy is 90% which is a very good value
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