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#Q(1)

##importing the data
df <- read.csv("C:/Users/Animish/Downloads/Graduation.csv")
View(df)
df$CRUDE <- df$DEATHS/df$ETR

# Q(2) Using Gompertz law to fill entries in the GRADUATED column in the data.
#Using lm function to find B and C coefficients of Gompertz Law.
model1 <- lm(log(CRUDE)~ AGE, data = df)
summary(model1)
## 
## Call:
## lm(formula = log(CRUDE) ~ AGE, data = df)
## 
## Residuals:
##      Min       1Q   Median       3Q      Max 
## -2.07946 -0.09831  0.08351  0.21582  1.13949 
## 
## Coefficients:
##               Estimate Std. Error t value Pr(>|t|)    
## (Intercept) -11.000864   0.256884  -42.82   <2e-16 ***
## AGE           0.106298   0.004929   21.57   <2e-16 ***
## ---
## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
## 
## Residual standard error: 0.5181 on 49 degrees of freedom
## Multiple R-squared:  0.9047, Adjusted R-squared:  0.9028 
## F-statistic: 465.2 on 1 and 49 DF,  p-value: < 2.2e-16
model1$coefficients
## (Intercept)         AGE 
## -11.0008645   0.1062976
B <- exp(as.numeric(model1$coefficients))[1]
C <- exp(as.numeric(model1$coefficients))[2]

#Filling column GRADUATED 
df$GRADUATED <- B*C^df$AGE


#Q(3) Check for smoothness by applying the third differences to the crude and
#graduated rates.
diff1 <- function (x) x[-1]-x[-length(x)]

diff_crude <- diff1(diff1(diff1(df$CRUDE)))
diff_graduated <- diff1(diff1(diff1(df$GRADUATED)))

diff1_age <- df$AGE[df$AGE<=72]
df_smooth <- cbind(diff1_age, round(diff_crude, 7), diff_graduated)
colnames(df_smooth) <- c("age", "crude", "graduated")
head(df_smooth)
##      age      crude    graduated
## [1,]  25 -0.0000022 3.356818e-07
## [2,]  26  0.0005683 3.733294e-07
## [3,]  27 -0.0014135 4.151994e-07
## [4,]  28  0.0019729 4.617651e-07
## [5,]  29 -0.0030991 5.135534e-07
## [6,]  30  0.0036479 5.711499e-07
#Comment: The third difference of the graduated rates is very small and they 
#progress in regular manner. Hence, graduated rates are very smooth.

#Q(4) Calculating the values in EXPECTED and ZX values in the table. Hence, 
#performing a chi-squared test to check goodness of fit between DEATHS and 
#EXPECTED.

#Calculating the values in EXPECTED and ZX values in the table.
df$EXPECTED <- df$ETR*df$GRADUATED
df$EXPECTED <- round(df$EXPECTED, 4)

df$ZX <- (df$DEATHS-df$EXPECTED)/(sqrt(df$EXPECTED))
df$ZX <- round(df$ZX, 4)

#Chi sq test
zx <- df$ZX^2
zx
##  [1]   1.51536100   0.34656769   0.00067081   0.42328036  54.67419364
##  [6]   5.33471409 173.41992721   8.52815209  11.27414929   5.47606801
## [11]  23.40624400   7.37882896  40.39238025  59.61075264   2.09641441
## [16] 131.94887161  58.11317824   0.06895876  13.97488689 147.00350025
## [21]   0.01214404  56.69487616   6.85497124 109.89119241  87.55719184
## [26]   6.40646721   1.66693921  21.71932816  35.87051664 104.07672324
## [31]  58.49190400  21.71932816   1.62307600  29.45015824   8.66595844
## [36]  65.37207609   3.84865924  85.88470276   4.24442404  62.39262121
## [41]  42.77290801  36.80120896   2.43297604  21.72958225 213.53976900
## [46] 154.33589824   6.35745796  60.86028169  23.98746529 118.34176225
## [51]   5.87771536
sum(zx)
## [1] 2204.467
chi2 <- sum((df$DEATHS-df$EXPECTED)^2/df$EXPECTED)
chi2
## [1] 2204.468
b <- data.frame(df$DEATHS, df$EXPECTED)
chisq.test(b)
## 
##  Pearson's Chi-squared test
## 
## data:  b
## X-squared = 905.26, df = 50, p-value < 2.2e-16
##
#5a)Standardized deviations test
table(cut(df$ZX, breaks = seq.int(from = -20,to = 20, by= 4)))
## 
## (-20,-16] (-16,-12]  (-12,-8]   (-8,-4]    (-4,0]     (0,4]     (4,8]    (8,12] 
##         0         1         2         6        11        12        11         5 
##   (12,16]   (16,20] 
##         3         0
#i. The graph shows lot values towards positive side. Only 20 observations are 
#to the left side while 31 are on right side.
#ii. The Values of the absolute deviations are  high compared to the expected 
#value
#iii.There are some outliers on the lower side but none on the upper side.
#iv. The Graph is not symmetric. It is positively skewed. 
#v. The graduated rates do not represent the given mortality rates 

#5b)Sign test

sign_test <- sign(df$ZX)
table(sign_test)
## sign_test
## -1  1 
## 20 31
dbinom(31,51,0.5)
## [1] 0.03443253
# At 5% level of significance, we accept the NULL hypothesis that the data is 
#a true representation of the given mortality rates.

#5c)Cumulative deviations test
total_obs <- sum(df$DEATHS)
total_exp <- sum(df$EXPECTED)
z <- (total_obs-total_exp)/total_exp
pnorm(-z)
## [1] 0.4697664
#At 5% level of significance, we accept the NULL hypothesis that the data is a 
#true representation of the given mortality rates.

#5d)Serial Correlations test
library(EnvStats)
## Warning: package 'EnvStats' was built under R version 4.0.5
## 
## Attaching package: 'EnvStats'
## The following objects are masked from 'package:stats':
## 
##     predict, predict.lm
## The following object is masked from 'package:base':
## 
##     print.default
serialCorrelationTest(df$ZX)
## 
##  Rank von Neumann Test for Lag-1 Autocorrelation (Beta Approximation)
## 
## data:  df$ZX
## RVN = 1.8355, p-value = 0.5563
## alternative hypothesis: true rho is not equal to 0
## sample estimates:
##       rho 
## 0.1477137
#At 5% level of significance, we accept the NULL hypothesis that the data is a 
#true representation of the given mortality rates.
