#A1
set.seed(10221)
random_sample = rlnorm(1000,5,2.5)
round(quantile(random_sample),4)
x = c(0,0.25,0.5,0.75,1)
qlnorm(x,5,2.5)

"The values of true quartiles and empirical quartiles are
different because of the limited sample size taken.
As our sample size tends to infinity, they will exist negligible
differences between the values of two."

#A1
> set.seed(10221)
> random_sample = rlnorm(1000,5,2.5)
> round(quantile(random_sample),4)
         0%         25%         50%         75%        100% 
     0.0369     31.0817    159.3656    850.7735 618183.9796 
> x = c(0,0.25,0.5,0.75,1)
> qlnorm(x,5,2.5)
[1]   0.00000  27.48872 148.41316 801.29116       Inf
>


#A2
model = mtcars
#a
model_A = lm(mpg ~ 1, model)
model_A
#b
model_B = lm(mpg ~ wt, model)
model_B
#c
model_C = lm(mpg ~ log(wt) + log(disp), model)
model_C
#d
#R Square
summary(model_A)$r.squared
summary(model_B)$r.squared
summary(model_C)$r.squared

#Adjusted R Square
summary(model_A)$adj.r.squared
summary(model_B)$adj.r.squared
summary(model_C)$adj.r.squared

#AIC
AIC(model_A,model_B,model_C)

"On comparing the data for 3 models, we come to a conclusion that
model_C seems like the best fit for the data beacuse of highest
values of R square and adjusted R Square and also lowest AIC"

#e
plot(model_B$fitted.values, col = "orange")
abline(model_B, col = "red")

#A2
> model = mtcars
> #a
> model_A = lm(mpg ~ 1, model)
> model_A

Call:
lm(formula = mpg ~ 1, data = model)

Coefficients:
(Intercept)  
      20.09  

> #b
> model_B = lm(mpg ~ wt, model)
> model_B

Call:
lm(formula = mpg ~ wt, data = model)

Coefficients:
(Intercept)           wt  
     37.285       -5.344  

> #c
> model_C = lm(mpg ~ log(wt) + log(disp), model)
> model_C

Call:
lm(formula = mpg ~ log(wt) + log(disp), data = model)

Coefficients:
(Intercept)      log(wt)    log(disp)  
     57.128       -8.369       -5.232  

> #d
> #R Square
> summary(model_A)$r.squared
[1] 0
> summary(model_B)$r.squared
[1] 0.7528328
> summary(model_C)$r.squared
[1] 0.8600604
> 
> #Adjusted R Square
> summary(model_A)$adj.r.squared
[1] 0
> summary(model_B)$adj.r.squared
[1] 0.7445939
> summary(model_C)$adj.r.squared
[1] 0.8504093
> 
> #AIC
> AIC(model_A,model_B,model_C)
        df      AIC
model_A  2 208.7555
model_B  3 166.0294
model_C  4 149.8261
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#A3
set.seed(2919)
s = rnorm(100,5,2.5)

#A4
xi = c(0,1,2,3,4,5,6)
fi = c(739280,185309,23349,1937,114,1,3)

Lambda_hat = sum((xi*fi))/sum(fi)

Ei = dpois(xi,Lambda_hat)*sum(fi)
prob = dpois(xi,Lambda_hat)

data.frame(xi,fi,Ei = round(Ei,4))

ChiSq_cal = sum((((fi-Ei)^2)/Ei))

chisq.test(fi,prob)

"Since p-value is greater than alpha which is 5%, we do not reject our
null hypothesis."

> #A4
> xi = c(0,1,2,3,4,5,6)
> fi = c(739280,185309,23349,1937,114,1,3)
> 
> Lambda_hat = sum((xi*fi))/sum(fi)
> 
> Ei = dpois(xi,Lambda_hat)*sum(fi)
> prob = dpois(xi,Lambda_hat)
> 
> data.frame(xi,fi,Ei = round(Ei,4))
  xi     fi          Ei
1  0 739280 739233.4866
2  1 185309 185429.9160
3  2  23349  23256.6938
4  3   1937   1944.5759
5  4    114    121.9447
6  5      1      6.1177
7  6      3      0.2558
> 
> ChiSq_cal = sum((((fi-Ei)^2)/Ei))
> 
> chisq.test(fi,prob)

	Pearson's Chi-squared test

data:  fi and prob
X-squared = 42, df = 36, p-value = 0.227

#A5
#approach1
library(MASS)
Data = Animals

#a
cor1 = cor(Data$body,Data$brain)
#The two variables are uncorrelated

#b
cor2 = cor(log(Data$body),log(Data$brain))
#The two variable are strongly correlated

#c
"H0 - Pearson's correlation coefficient (rho) = 0.6"
"H1 - Pearson's correlation coefficient (rho) > 0.6"
n = length(Animals$body)
rho = 0.6
W = 0.5*log((1+cor1)/(1-cor1))
mu = 0.5*log((1+rho)/(1-rho))
sigma = 1/sqrt(n - 3)
Zcal = (W - mu)/sigma
Zcal
Ztab = qnorm(0.95,0,1)
Ztab
"Since Zcal< Ztab, we do not reject H0"



#d
#H0: mu1 = mu2
#H1: mu1 > mu2

t.test(Data$body,Data$brain, alternative = "greater")
#p-value greater than alpha therefore we do not reject H0

#e
qqnorm(Data$body, main = "Body")
qqline(Data$body, col = "red")

qqnorm(Data$brain, main = "Brain")
qqline(Data$brain, col = "Red")

"It is evident from the Q-Q Plots that the variable Body Weight 
is more likely to follow Normal Distribution"



"Since Zcal < Ztab, we do not have enough evidence to reject H0. Hence, we can
say that pearson's correlation coefficient = 0.6"

#f
Data$Log_Body = log(Data$body)

hist(Data$Log_Body,freq = F, xlim = c(0,10),
     ylim = c(0,0.3))

lines(seq(0,10),dnorm(seq(0,10),3.77,1.5),
      col = "Blue")

"We can see the histogram is approaching normal distribution"


#A5
> #approach1
> library(MASS)
> Data = Animals
> 
> #a
> cor1 = cor(Data$body,Data$brain)
> #The two variables are uncorrelated
> 
> #b
> cor2 = cor(log(Data$body),log(Data$brain))
> #The two variable are strongly correlated
> 
> #c
> "H0 - Pearson's correlation coefficient (rho) = 0.6"
[1] "H0 - Pearson's correlation coefficient (rho) = 0.6"
> "H1 - Pearson's correlation coefficient (rho) > 0.6"
[1] "H1 - Pearson's correlation coefficient (rho) > 0.6"
> n = length(Animals$body)
> rho = 0.6
> W = 0.5*log((1+cor1)/(1-cor1))
> mu = 0.5*log((1+rho)/(1-rho))
> sigma = 1/sqrt(n - 3)
> Zcal = (W - mu)/sigma
> Zcal
[1] -3.492442
> Ztab = qnorm(0.95,0,1)
> Ztab
[1] 1.644854
> "Since Zcal< Ztab, we do not reject H0"
[1] "Since Zcal< Ztab, we do not reject H0"
> 
> 
> 
> #d
> #H0: mu1 = mu2
> #H1: mu1 > mu2
> 
> t.test(Data$body,Data$brain, alternative = "greater")

	Welch Two Sample t-test

data:  Data$body and Data$brain
t = 1.1854, df = 27.354, p-value = 0.123
alternative hypothesis: true difference in means is greater than 0
95 percent confidence interval:
 -1615.936       Inf
sample estimates:
mean of x mean of y 
4278.4388  574.5214 

> #p-value greater than alpha therefore we do not reject H0
> 
> #e
> qqnorm(Data$body, main = "Body")
> qqline(Data$body, col = "red")
> 
> qqnorm(Data$brain, main = "Brain")
> qqline(Data$brain, col = "Red")
> 
> "It is evident from the Q-Q Plots that the variable Body Weight 
+ is more likely to follow Normal Distribution"
[1] "It is evident from the Q-Q Plots that the variable Body Weight \nis more likely to follow Normal Distribution"
> 
> 
> 
> "Since Zcal < Ztab, we do not have enough evidence to reject H0. Hence, we can
+ say that pearson's correlation coefficient = 0.6"
[1] "Since Zcal < Ztab, we do not have enough evidence to reject H0. Hence, we can\nsay that pearson's correlation coefficient = 0.6"
> 
> #f
> Data$Log_Body = log(Data$body)
> 
> hist(Data$Log_Body,freq = F, xlim = c(0,10),
+      ylim = c(0,0.3))
> 
> lines(seq(0,10),dnorm(seq(0,10),3.77,1.5),
+       col = "Blue")
> 
> "We can see the histogram is approaching normal distribution"
[1] "We can see the histogram is approaching normal distribution"
>
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#A6
Oi = matrix(c(40,20,10,30,35,15,30,45,25),nrow = 3, ncol = 3,byrow = T)
Oi

chisq.test(Oi,correct = F)

#A6
> Oi = matrix(c(40,20,10,30,35,15,30,45,25),nrow = 3, ncol = 3,byrow = T)
> Oi
     [,1] [,2] [,3]
[1,]   40   20   10
[2,]   30   35   15
[3,]   30   45   25
> 
> chisq.test(Oi,correct = F)

	Pearson's Chi-squared test

data:  Oi
X-squared = 13.415, df = 4, p-value = 0.009416

#A7
spam_data = read.csv(file.choose())
spam_data$Spam = as.factor(spam_data$Spam)
str(spam_data$Spam)

m1 = glm(spam_data$Spam ~ 1,family = binomial,spam_data)
m1

m2 = glm(Spam ~ .,family = binomial, spam_data)
summary(m2)



m3 = glm(Spam ~ the + and + of + in. + for. + you + is +  this + 
           that + enron  + i + your + have + will + it + we,
         family = binomial, data = spam_data)
summary(m3)

#A7
> spam_data = read.csv(file.choose())
> spam_data$Spam = as.factor(spam_data$Spam)
> str(spam_data$Spam)
 Factor w/ 2 levels "Not Spam","Spam": 1 1 1 1 1 1 1 1 2 2 ...
> 
> m1 = glm(spam_data$Spam ~ 1,family = binomial,spam_data)
> m1

Call:  glm(formula = spam_data$Spam ~ 1, family = binomial, data = spam_data)

Coefficients:
(Intercept)  
    -0.0064  

Degrees of Freedom: 4999 Total (i.e. Null);  4999 Residual
Null Deviance:	    6931 
Residual Deviance: 6931 	AIC: 6933
> 
> m2 = glm(Spam ~ .,family = binomial, spam_data)
Warning message:
glm.fit: fitted probabilities numerically 0 or 1 occurred 
> summary(m2)

Call:
glm(formula = Spam ~ ., family = binomial, data = spam_data)

Deviance Residuals: 
    Min       1Q   Median       3Q      Max  
-5.3006  -0.6469   0.0000   0.7918   3.9864  

Coefficients:
              Estimate Std. Error z value Pr(>|z|)    
(Intercept)   0.332279   0.050606   6.566 5.17e-11 ***
the          -0.164586   0.018233  -9.027  < 2e-16 ***
to           -0.024602   0.019595  -1.255 0.209300    
and           0.219322   0.024289   9.030  < 2e-16 ***
of            0.181715   0.027009   6.728 1.72e-11 ***
a             0.162628   0.027082   6.005 1.91e-09 ***
in.           0.056937   0.030434   1.871 0.061369 .  
for.         -0.101996   0.028459  -3.584 0.000338 ***
you           0.173672   0.023386   7.426 1.12e-13 ***
is           -0.074714   0.033662  -2.220 0.026449 *  
on           -0.393930   0.037303 -10.560  < 2e-16 ***
this          0.213083   0.035686   5.971 2.36e-09 ***
that         -0.135693   0.040352  -3.363 0.000772 ***
s            -0.003784   0.041093  -0.092 0.926640    
enron       -21.098030 243.275658  -0.087 0.930890    
be           -0.182656   0.046072  -3.965 7.35e-05 ***
with         -0.020856   0.048726  -0.428 0.668628    
i            -0.170753   0.025139  -6.792 1.10e-11 ***
your          0.522094   0.038343  13.616  < 2e-16 ***
have         -0.293822   0.048427  -6.067 1.30e-09 ***
as            0.068130   0.044897   1.517 0.129148    
will         -0.332093   0.044793  -7.414 1.23e-13 ***
it            0.169437   0.047200   3.590 0.000331 ***
we           -0.144296   0.037909  -3.806 0.000141 ***
are           0.067673   0.046464   1.456 0.145262    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 6931.4  on 4999  degrees of freedom
Residual deviance: 4065.3  on 4975  degrees of freedom
AIC: 4115.3

Number of Fisher Scoring iterations: 21

> 
> 
> 
> m3 = glm(Spam ~ the + and + of + in. + for. + you + is +  this + 
+            that + enron  + i + your + have + will + it + we,
+          family = binomial, data = spam_data)
Warning message:
glm.fit: fitted probabilities numerically 0 or 1 occurred 
> summary(m3)

Call:
glm(formula = Spam ~ the + and + of + in. + for. + you + is + 
    this + that + enron + i + your + have + will + it + we, family = binomial, 
    data = spam_data)

Deviance Residuals: 
    Min       1Q   Median       3Q      Max  
-4.6834  -0.7649   0.0000   0.8442   4.0295  

Coefficients:
             Estimate Std. Error z value Pr(>|z|)    
(Intercept)   0.29370    0.04827   6.085 1.17e-09 ***
the          -0.18569    0.01686 -11.012  < 2e-16 ***
and           0.19050    0.02214   8.606  < 2e-16 ***
of            0.20549    0.02485   8.269  < 2e-16 ***
in.           0.07857    0.02882   2.726  0.00641 ** 
for.         -0.11001    0.02541  -4.329 1.50e-05 ***
you           0.16734    0.02186   7.656 1.91e-14 ***
is           -0.06131    0.03118  -1.967  0.04923 *  
this          0.08402    0.03298   2.547  0.01085 *  
that         -0.10348    0.03862  -2.680  0.00737 ** 
enron       -21.21602  237.39352  -0.089  0.92879    
i            -0.16126    0.02355  -6.849 7.46e-12 ***
your          0.49592    0.03663  13.540  < 2e-16 ***
have         -0.29361    0.04620  -6.356 2.08e-10 ***
will         -0.37607    0.04004  -9.393  < 2e-16 ***
it            0.16950    0.04339   3.906 9.37e-05 ***
we           -0.11164    0.03545  -3.150  0.00164 ** 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 6931.4  on 4999  degrees of freedom
Residual deviance: 4280.0  on 4983  degrees of freedom
AIC: 4314
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