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#Setting up working directory
options(max.print = 100000)
setwd("C:\\Users\\Drasti Zaveri\\Desktop\\Sam")
getwd()
## [1] "C:/Users/Drasti Zaveri/Desktop/Sam"
## importing data
Grad <- read.csv("Graduation.csv")
attach(Grad)

View(Grad)
head(Grad)
##   AGE   ETR DEATHS CRUDE GRADUATED EXPECTED ZX
## 1  25 78500     24     0         0        0  0
## 2  26 80425     24     0         0        0  0
## 3  27 81975     24     0         0        0  0
## 4  28 83725     24     0         0        0  0
## 5  29 84875     72     0         0        0  0
## 6  30 85075     48     0         0        0  0
dim(Grad)
## [1] 51  7
summary(Grad)
##       AGE            ETR             DEATHS         CRUDE     GRADUATED
##  Min.   :25.0   Min.   : 78500   Min.   :  24   Min.   :0   Min.   :0  
##  1st Qu.:37.5   1st Qu.: 96988   1st Qu.:  96   1st Qu.:0   1st Qu.:0  
##  Median :50.0   Median :112725   Median : 408   Median :0   Median :0  
##  Mean   :50.0   Mean   :112215   Mean   :1300   Mean   :0   Mean   :0  
##  3rd Qu.:62.5   3rd Qu.:129475   3rd Qu.:1850   3rd Qu.:0   3rd Qu.:0  
##  Max.   :75.0   Max.   :136625   Max.   :6453   Max.   :0   Max.   :0  
##     EXPECTED       ZX   
##  Min.   :0   Min.   :0  
##  1st Qu.:0   1st Qu.:0  
##  Median :0   Median :0  
##  Mean   :0   Mean   :0  
##  3rd Qu.:0   3rd Qu.:0  
##  Max.   :0   Max.   :0
str(Grad)
## 'data.frame':    51 obs. of  7 variables:
##  $ AGE      : int  25 26 27 28 29 30 31 32 33 34 ...
##  $ ETR      : int  78500 80425 81975 83725 84875 85075 85275 86250 87250 88300 ...
##  $ DEATHS   : int  24 24 24 24 72 48 120 24 72 72 ...
##  $ CRUDE    : int  0 0 0 0 0 0 0 0 0 0 ...
##  $ GRADUATED: int  0 0 0 0 0 0 0 0 0 0 ...
##  $ EXPECTED : int  0 0 0 0 0 0 0 0 0 0 ...
##  $ ZX       : int  0 0 0 0 0 0 0 0 0 0 ...
#Crude Mortality rate = D/E^c
Grad$CRUDE <- DEATHS/ETR
Grad$CRUDE
##  [1] 0.0003057325 0.0002984147 0.0002927722 0.0002866527 0.0008483063
##  [6] 0.0005642081 0.0014072120 0.0002782609 0.0008252149 0.0008154020
## [11] 0.0002660754 0.0005189189 0.0002515064 0.0017047184 0.0012027061
## [16] 0.0024211854 0.0021774194 0.0014183699 0.0011480507 0.0002241420
## [21] 0.0019793814 0.0032899246 0.0028604171 0.0010891763 0.0015043653
## [26] 0.0038323353 0.0035401302 0.0050750687 0.0058487815 0.0072943103
## [31] 0.0041254524 0.0053677932 0.0068381480 0.0065853659 0.0096018554
## [36] 0.0120249104 0.0114850746 0.0149439043 0.0128595349 0.0176528926
## [41] 0.0144263495 0.0208302719 0.0212817680 0.0249199851 0.0320121604
## [46] 0.0342658154 0.0303782735 0.0392312128 0.0418011113 0.0498108838
## [51] 0.0498686244
# Q(2) Using Gompertz law to fill entries in the GRADUATED column in the data.
#Using lm function to find B and C coefficients of Gompertz Law.
# mux = a*exp(b*x)
GompertzModel <- lm(log(CRUDE)~ AGE, data = Grad)
summary(GompertzModel)
## 
## Call:
## lm(formula = log(CRUDE) ~ AGE, data = Grad)
## 
## Residuals:
##      Min       1Q   Median       3Q      Max 
## -2.07946 -0.09831  0.08351  0.21582  1.13949 
## 
## Coefficients:
##               Estimate Std. Error t value Pr(>|t|)    
## (Intercept) -11.000864   0.256884  -42.82   <2e-16 ***
## AGE           0.106298   0.004929   21.57   <2e-16 ***
## ---
## Signif. codes:  0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
## 
## Residual standard error: 0.5181 on 49 degrees of freedom
## Multiple R-squared:  0.9047, Adjusted R-squared:  0.9028 
## F-statistic: 465.2 on 1 and 49 DF,  p-value: < 2.2e-16
GompertzModel$coefficients
## (Intercept)         AGE 
## -11.0008645   0.1062976
B <- exp(as.numeric(GompertzModel$coefficients))[1] #intercept
C <- exp(as.numeric(GompertzModel$coefficients))[2] #Age

#Filling column GRADUATED 
Grad$GRADUATED <- B*C^AGE
Grad$GRADUATED
##  [1] 0.0002379562 0.0002646437 0.0002943242 0.0003273335 0.0003640449
##  [6] 0.0004048735 0.0004502812 0.0005007816 0.0005569456 0.0006194087
## [11] 0.0006888771 0.0007661366 0.0008520610 0.0009476220 0.0010539005
## [16] 0.0011720985 0.0013035526 0.0014497497 0.0016123433 0.0017931721
## [21] 0.0019942815 0.0022179458 0.0024666947 0.0027433414 0.0030510149
## [26] 0.0033931949 0.0037737513 0.0041969882 0.0046676923 0.0051911872
## [31] 0.0057733935 0.0064208959 0.0071410176 0.0079419029 0.0088326098
## [36] 0.0098232120 0.0109249130 0.0121501729 0.0135128491 0.0150283534
## [41] 0.0167138257 0.0185883286 0.0206730622 0.0229916046 0.0255701781
## [46] 0.0284379460 0.0316273420 0.0351744379 0.0391193507 0.0435066965
## [51] 0.0483860956
#Q(3) Check for smoothness by applying the third differences to the crude and graduated rates.
#constructing a function to calculate the 1st order differences
difference1 <- function (x) x[-1]-x[-length(x)]

#third order difference by (data(data(data(data$Mortality rate))))
diff_crude <- difference1(difference1(difference1(Grad$CRUDE)))
diff_crude
##  [1] -2.152296e-06  5.682500e-04 -1.413525e-03  1.972854e-03 -3.099057e-03
##  [6]  3.647860e-03 -2.232672e-03  1.725310e-05  1.341684e-03 -1.322426e-03
## [11]  2.240881e-03 -3.675849e-03  3.675716e-03 -3.182737e-03  9.469618e-04
## [16]  1.004014e-03 -1.142320e-03  3.332738e-03 -3.123845e-03 -1.295354e-03
## [21]  3.983173e-04  3.528163e-03 -2.736489e-04 -4.532956e-03  4.447319e-03
## [26] -2.588370e-03  1.433042e-03 -5.286203e-03  9.025586e-03 -4.183185e-03
## [31] -1.951151e-03  4.992409e-03 -3.862706e-03 -2.369456e-03  6.961556e-03
## [36] -9.541864e-03  1.242093e-02 -1.489763e-02  1.765037e-02 -1.558289e-02
## [41]  9.139147e-03  2.672370e-04 -8.292478e-03 -1.302677e-03  1.888168e-02
## [46] -1.902352e-02  1.172291e-02 -1.339191e-02
diff_graduated <- difference1(difference1(difference1(Grad$GRADUATED)))
diff_graduated
##  [1] 3.356818e-07 3.733294e-07 4.151994e-07 4.617651e-07 5.135534e-07
##  [6] 5.711499e-07 6.352059e-07 7.064461e-07 7.856760e-07 8.737918e-07
## [11] 9.717900e-07 1.080779e-06 1.201991e-06 1.336798e-06 1.486724e-06
## [16] 1.653464e-06 1.838905e-06 2.045143e-06 2.274512e-06 2.529605e-06
## [21] 2.813307e-06 3.128828e-06 3.479734e-06 3.869996e-06 4.304027e-06
## [26] 4.786736e-06 5.323582e-06 5.920637e-06 6.584653e-06 7.323141e-06
## [31] 8.144452e-06 9.057875e-06 1.007374e-05 1.120354e-05 1.246005e-05
## [36] 1.385748e-05 1.541163e-05 1.714009e-05 1.906240e-05 2.120030e-05
## [41] 2.357798e-05 2.622232e-05 2.916322e-05 3.243396e-05 3.607152e-05
## [46] 4.011704e-05 4.461628e-05 4.962013e-05
#Since we have done three order difference here we use total no. of entries as (Age - 3)
AGEdifference <- AGE[AGE<=72]
AGEdifference
##  [1] 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49
## [26] 50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 66 67 68 69 70 71 72
GradSmooth <- cbind(AGEdifference, round(diff_crude, 9), diff_graduated)
GradSmooth
##       AGEdifference              diff_graduated
##  [1,]            25 -0.000002152   3.356818e-07
##  [2,]            26  0.000568250   3.733294e-07
##  [3,]            27 -0.001413525   4.151994e-07
##  [4,]            28  0.001972854   4.617651e-07
##  [5,]            29 -0.003099057   5.135534e-07
##  [6,]            30  0.003647860   5.711499e-07
##  [7,]            31 -0.002232672   6.352059e-07
##  [8,]            32  0.000017253   7.064461e-07
##  [9,]            33  0.001341684   7.856760e-07
## [10,]            34 -0.001322426   8.737918e-07
## [11,]            35  0.002240881   9.717900e-07
## [12,]            36 -0.003675849   1.080779e-06
## [13,]            37  0.003675716   1.201991e-06
## [14,]            38 -0.003182737   1.336798e-06
## [15,]            39  0.000946962   1.486724e-06
## [16,]            40  0.001004014   1.653464e-06
## [17,]            41 -0.001142320   1.838905e-06
## [18,]            42  0.003332738   2.045143e-06
## [19,]            43 -0.003123845   2.274512e-06
## [20,]            44 -0.001295354   2.529605e-06
## [21,]            45  0.000398317   2.813307e-06
## [22,]            46  0.003528163   3.128828e-06
## [23,]            47 -0.000273649   3.479734e-06
## [24,]            48 -0.004532956   3.869996e-06
## [25,]            49  0.004447319   4.304027e-06
## [26,]            50 -0.002588370   4.786736e-06
## [27,]            51  0.001433042   5.323582e-06
## [28,]            52 -0.005286203   5.920637e-06
## [29,]            53  0.009025586   6.584653e-06
## [30,]            54 -0.004183185   7.323141e-06
## [31,]            55 -0.001951151   8.144452e-06
## [32,]            56  0.004992409   9.057875e-06
## [33,]            57 -0.003862706   1.007374e-05
## [34,]            58 -0.002369456   1.120354e-05
## [35,]            59  0.006961556   1.246005e-05
## [36,]            60 -0.009541864   1.385748e-05
## [37,]            61  0.012420926   1.541163e-05
## [38,]            62 -0.014897628   1.714009e-05
## [39,]            63  0.017650366   1.906240e-05
## [40,]            64 -0.015582892   2.120030e-05
## [41,]            65  0.009139147   2.357798e-05
## [42,]            66  0.000267237   2.622232e-05
## [43,]            67 -0.008292478   2.916322e-05
## [44,]            68 -0.001302677   3.243396e-05
## [45,]            69  0.018881678   3.607152e-05
## [46,]            70 -0.019023522   4.011704e-05
## [47,]            71  0.011722915   4.461628e-05
## [48,]            72 -0.013391906   4.962013e-05
colnames(GradSmooth) <- c("AGE", "crude", "graduated")
head(GradSmooth)
##      AGE        crude    graduated
## [1,]  25 -0.000002152 3.356818e-07
## [2,]  26  0.000568250 3.733294e-07
## [3,]  27 -0.001413525 4.151994e-07
## [4,]  28  0.001972854 4.617651e-07
## [5,]  29 -0.003099057 5.135534e-07
## [6,]  30  0.003647860 5.711499e-07
#The third difference in graduated rates is small, and they progress in a regular pattern. 
#As a result, graduated rate is considerably smooth.

#Q(4) Calculating the values in EXPECTED and ZX values in the table. 
#Also performing a chi-squared test to check goodness of fit between DEATHS and EXPECTED.

Grad$EXPECTED <- round(ETR*Grad$GRADUATED, 5)
Grad$EXPECTED
##  [1]   18.67956   21.28397   24.12723   27.40600   30.89831   34.44462
##  [7]   38.39773   43.19241   48.59351   54.69378   62.13671   70.86764
## [13]   81.30792   93.38815  105.15293  116.18426  129.31242  147.18584
## [19]  168.53018  192.00391  217.62596  242.69871  269.05472  302.24764
## [25]  340.72209  382.49789  434.92484  496.18893  560.23977  634.10351
## [31]  717.92148  807.42766  902.26757 1009.41586 1142.49807 1301.33000
## [37] 1463.93834 1624.47811 1815.78910 2045.73460 2283.52644 2529.87152
## [43] 2806.36820 3088.92208 3364.39619 3674.89357 4075.97371 4575.31501
## [49] 5104.09728 5636.29253 6261.16077
Grad$ZX <- round((Grad$DEATHS-Grad$EXPECTED)/(sqrt(Grad$EXPECTED)), 5)
Grad$ZX
##  [1]   1.23102   0.58872  -0.02590  -0.65061   7.39422   2.30968  13.16890
##  [8]  -2.92029   3.35774   2.34009  -4.83804  -2.71642  -6.35548   7.72079
## [15]   1.44787  11.48688   7.62319  -0.26260  -3.73829 -12.12451  -0.11022
## [22]   7.52955   2.61815 -10.48288  -9.35724   2.53110  -1.29106   4.66037
## [29]   5.98918  10.20183  -7.64802  -4.66044  -1.27398  -5.42678   2.94377
## [36]   8.08534   1.96181   9.26743  -2.06019   7.89889  -6.54009   6.06643
## [43]   1.55982   4.66151  14.61300  12.42321  -2.52139   7.80125   4.89765
## [50]  10.87852   2.42443
#Chi sq test
zx <- Grad$ZX^2
zx
##  [1]   1.51541024   0.34659124   0.00067081   0.42329337  54.67448941
##  [6]   5.33462170 173.41992721   8.52809368  11.27441791   5.47602121
## [11]  23.40663104   7.37893762  40.39212603  59.61059822   2.09632754
## [16] 131.94841213  58.11302578   0.06895876  13.97481212 147.00374274
## [21]   0.01214845  56.69412320   6.85470942 109.89077309  87.55794042
## [26]   6.40646721   1.66683592  21.71904854  35.87027707 104.07733535
## [31]  58.49220992  21.71970099   1.62302504  29.44994117   8.66578181
## [36]  65.37272292   3.84869848  85.88525880   4.24438284  62.39246323
## [41]  42.77277721  36.80157294   2.43303843  21.72967548 213.53976900
## [46] 154.33614670   6.35740753  60.85950156  23.98697552 118.34219739
## [51]   5.87786082
sum(zx)
## [1] 2204.468
chisq <- sum((Grad$DEATHS-Grad$EXPECTED)^2/Grad$EXPECTED)
chisq
## [1] 2204.468
b <- data.frame(Grad$DEATHS, Grad$EXPECTED)
chisq.test(b)
## 
##  Pearson's Chi-squared test
## 
## data:  b
## X-squared = 905.26, df = 50, p-value < 2.2e-16
#50 - 1(parameter) <= since chi sq distribution only has 1 parameter
#There are 49 degrees of freedom

#Q(5). a. Standardized deviations test
table(cut(Grad$ZX, breaks = seq.int(from = -20,to = 20, by= 4)))
## 
## (-20,-16] (-16,-12]  (-12,-8]   (-8,-4]    (-4,0]     (0,4]     (4,8]    (8,12] 
##         0         1         2         6        11        12        11         5 
##   (12,16]   (16,20] 
##         3         0
# i. The graph depicts a lot of positive values. Only 20 observations are on the left side, compared to 31 on the right.
# ii. The absolute deviation values are high in comparison to the expected value.
# iii. On the bottom side, there are a few outliers, but none on the upper side.
# iv. There is no symmetry in the graph. It's positively skewed.
# v. The graduated mortality rates do not correspond to the actual mortality rates.

#Q(5). b. Signs test

SignsTest <- sign(Grad$ZX)
table(SignsTest)
## SignsTest
## -1  1 
## 20 31
dbinom(x = 31, size = 51, prob = 0.5)
## [1] 0.03443253
#At 5% level of significance, we accept the NULL hypothesis that the data is 
#a true representation of the given mortality rates.

#Q(5). c. Cumulative deviations test
TotalObserved <- sum(Grad$DEATHS)

TotalExpected <- sum(Grad$EXPECTED)

z <- (TotalObserved-TotalExpected)/(TotalExpected)
pnorm(-z)
## [1] 0.4697664
#At 5% level of significance, we accept the NULL hypothesis that the data is a 
#true representation of the given mortality rates.

#Q(5). d. Serial Correlations test
library(EnvStats)
## Warning: package 'EnvStats' was built under R version 4.1.2
## 
## Attaching package: 'EnvStats'
## The following objects are masked from 'package:stats':
## 
##     predict, predict.lm
## The following object is masked from 'package:base':
## 
##     print.default
serialCorrelationTest(Grad$ZX)
## 
##  Rank von Neumann Test for Lag-1 Autocorrelation (Beta Approximation)
## 
## data:  Grad$ZX
## RVN = 1.8355, p-value = 0.5563
## alternative hypothesis: true rho is not equal to 0
## sample estimates:
##       rho 
## 0.1477139
z1 = Grad$ZX[1:length(Grad$ZX)-1] 
z2 = Grad$ZX[2:length(Grad$ZX)]

#OR

SCT <- data.frame(z1, z2)
cor(SCT)
##           z1        z2
## z1 1.0000000 0.1477466
## z2 0.1477466 1.0000000
#At 5% level of significance, we accept the NULL hypothesis that the data is a 
#true representation of the given mortality rates.
