IAQS: SEMESTER - 3
SUBJECT: STATISTICAK MODELLING IN R
ASSIGNMENT 2


##Reading the data:
food = read.csv(file.choose())
options(max.print = 10000000)
food

##Creating a dataframe:
df_food = data.frame(food)
df_food
View(df_food)

##1)-6) Performing Exploratory Data Analysis:
head(df_food,6) ##Printing the first 6 records of the dataset
tail(df_food,10) ##Printing the last 10 records of the dataset
dim(df_food) ##Printing the dimensions of the dataset [there are 223563 rows and 17 columns]
str(df_food) ##Checking the structure of the dataset
colnames(df_food) ##Viewing the names of the columns of the dataset

##Separating the dataset into numeric and categorical datatypes:
food_numeric = sapply(df_food, function(x) is.numeric(x))
food_numeric
names(food_numeric[food_numeric==TRUE]) ##Printing the numeric column names

food_categorical = sapply(df_food, function(x) is.character(x))
food_categorical
names(food_categorical[food_categorical==TRUE]) ##Printing the categorical column names

##Creating a new dataframe containing only the numeric columns:
df_food_numeric = cbind(df_food["Inspection.ID"], df_food["License.."], df_food["Zip"], df_food["Latitude"], df_food["Longitude"])
View(df_food_numeric)
##7) Printing the 5 number summary for the numeric columns:
print(summary(df_food_numeric))

##8) Displaying the column with specific index number 3:
df_food[,3]

##9) Selecting rows where the license number is between 20L and 30L:
df_food[df_food$License..>2000000 & df_food$License..<3000000, ]

##10) Selecting records where DBA name is Blue Line:
df_food[df_food$DBA.Name=="BLUE LINE", ]

##11) To display only the inspection id and the facility type:
df_food[, c(1,5)]

##12) Selecting the names of DBA where the risk is high:
df_food[df_food$Risk=="Risk 1 (High)", c(2)]

##13) Selecting the first two columns where the result of inspection is fail:
View(df_food[df_food$Results=="Fail", c(1,2)])

##14) To check the total number of rows in the dataframe:
nrow(df_food)

##15) To find the number of missing values column wise:
sum(is.na(df_food)) ##There are 1592 missing values in total
sapply(df_food, function(x) sum(is.na(x))) 
##We see that the column License has 17 missing values, the column Zip has 53, the column Latitude has 761 and the column Longitude has 761

##16) To delete columns that have only null values:
ncol(df_food[, colSums(is.na(df_food)) < nrow(df_food)])
##Since the number of columns remains the same at 17 after selecting the non-NA value columns, there are no columns in the dataset that contain only null values


##17) To draw a histogram of the latitude and longitude columns:
ggplot(df_food, aes(x=Latitude))+geom_histogram(bins = sqrt(nrow(df_food)), fill = "black")+ggtitle("Univariate analysis of the Latitude")

ggplot(df_food, aes(x=Longitude))+geom_histogram(bins = sqrt(nrow(df_food)), fill = "black")+ggtitle("Univariate analysis of the Longitude")
##Both the Latitude and the Longitude are negatively skewed with their means being lower than their medians

##18) To replace the missing values of the latitude and longitude columns with their means:
df_food$Latitude[is.na(df_food$Latitude)] = mean(df_food$Latitude, na.rm = TRUE)
df_food$Longitude[is.na(df_food$Longitude)] = mean(df_food$Longitude, na.rm = TRUE)
View(df_food)
sum(is.na(df_food)) ##Checking if the missing values have been replaced
##The total number of missing values now are 70 contributed by the columns License and Zip only, thus validating that the missing latitude and longitude values have been replaced effectively

##19)  To print the total number of duplicated values column wise:
sapply(df_food, function(x) sum(duplicated(x)))
##The dataframe df_food has a total of
##DBA.Name has 194250 duplicated values, AKA.Name has 195684, License.. has 183584, Facility.Type  has 223060,
##Risk has 223558, Address has 204846, City has 223489, State has 223558, Zip has 223449,
##Inspection.Date has 220631, Inspection.Type has 223452, Results have 223556, Violations have 60877, Latitude has 206163,
##Longitude has 206161 and Location has 206153 duplicated values
                                          
##20) To display the count of pass results grouped by type of risk:
df_pass = df_food %>%
  filter(Results=="Pass") %>%
  group_by(Results) %>%
  summarise(Risk)
count(df_pass)
##85910 pass results contribute to High Risk, 22166 to Medium Risk, 8214 to Low risk and the left over 12 results are unclassified  

##21) Separating the inspection date into 3 by creating a new dataframe:
df_food_new = separate(df_food, Inspection.Date, into = c("Month", "Day", "Year"))
View(df_food_new)
